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ABSTRACT This paper presents Barco’s concept of a ‘networked visualization’
infrastructure as a complement to existing and future architectures for
Naval Applications and, in particular, for Combat Management and
Combat Information Center (CiC) Room Systems.

We briefly review the current challenges faced by modern navies, with a
focus on new demands for efficient, cost-effective and highly
collaborative applications within and beyond the CiC Room.

Then, we introduce Barco’s ‘networked visualization’ concept and
highlight the expected benefits of such an infrastructure, before focusing
on the enabling technologies that we expect to be the cornerstone of
this new ‘Image Centric’ approach.
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INTRODUCTION
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New Challenges for Modern Navies

Modern navies have had to face significant cost-reduction constraints
for many years now. As the crew is a major part of a vessel’'s Total Cost
of Ownership (TCO), navies worldwide are regarding crew size
reduction as a key requirement for any new program.[2]

Several studies have demonstrated that — thanks to technology
deployment, more automation and better Human-System Integration
(HSI) — crew reduction is indeed possible, while maintaining (and even
improving) operational efficiency and mission readiness.

TCO greatly depends on the total number of systems aboard and the
way they are integrated. Indeed, many naval applications include
legacy, stove-pipe system architectures, which incur high cabling,
integration and maintenance costs, and ultimately lead to inefficient
operations, especially with reduced crews.

CG5, TPG, I apps, JTT. MECC, AIS CMA
Tamahawk, JIMPS etc

Figure 1. Stove-pipe versus Network Centric architecture

Breaking down this stove-pipe barrier and applying a more integrated
approach, which also makes intensive use of networked and open
architectures, not only helps reduce integration and maintenance costs
dramatically, but also provides better system scalability.[4]

In addition, in the past few years, navies have also had to face
significant changes in their operational context. Indeed, the ‘coalition’
nature of recent conflicts has increased the amount of information
required to obtain a good understanding of a given situation. Situation
awareness has become a very complex task when considering the
number of different sources that have to be taken into account in real-
time.
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Another significant change is that vessels now have to support
traditional defense missions (either at sea or along the coasts), while
also being ready to support a multinational humanitarian mission or to
take part in an emergency evacuation. This Multi-Mission capability is
another key requirement for the navies’ system integrators.[2]

Reguirements for CiC and CMS applications

The high-level considerations described above lead to some general
system requirements and new design constraints for system integrators.

For example, recent Combat Management Systems (and their
dependant subsystems) must be:
- highly integrated
able to support a high level of automation
and also flexible (multi-function support) and scalable (to
support technology evolution and to be re-usable)
while the platform must also be highly robust, which leads to the
following non-functional requirements:
o redundancy
o reliability
0 determinism

We have also seen that the trends towards crew reduction and systems
interoperability provide a lot more information to ever fewer operators
aboard the ship. Hence, the need for an enhanced collaborative
environment among operators in order to maximize situation awareness
and minimize the time needed to make decisions.
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Capitalizing on the massive demand coming from the consumer market,
the industry is now moving to IP-based solutions for multimedia
distribution, including life-critical applications. Following this trend, and
benefitting from significant investments at the corporate level, Barco
Defense and Aerospace is proposing a new networked visualization
approach applicable to naval defense applications.

Trend to IP

In recent years, the commercial market has been pushing for new IP-
based solutions that enable highly efficient transport of multimedia
information over the network. This trend has largely been driven by a
growing demand for high-resolution streaming applications on personal
computers and mobile phones. In response to this market demand,
HDTYV streaming is now a mature — although ever-evolving —
technology.

Barco has been involved for many years in the development of
visualization platforms for industrial markets like: Process Control,
Broadcast, Air Traffic Control, etc. A typical Control Room application
must integrate a lot of different sources (analog and IP cameras,
workstations, application servers, etc.) and destination displays (from
standard workstation displays to big display walls). Such an application
basically collects the data from the sources and distributes and
visualizes the data on the displays in pre-defined layouts. For many
years, image distribution was based on wired connections, as shown in
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Figure 2. Point-to-point-based visualization architecture

Such a system allows multiple operators to visualize video sources and
interact with remote applications in real-time. The sources may range
from analog to IP video cameras or workstation displays. The
destination displays might be either standard workstation displays or
unmanned, Large Area Displays. This typical architecture is also used in
military applications, including naval systems. Its performance is good,
but it has the following limitations:
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 The system has limited scalability and flexibility (primarily point-to-point
communications)

» The system entails a lot of cabling (to route many disparate signals all
over the room)

» The system has limited redundant cable paths

» The system doesn’t easily extend beyond the room, unless more
hardware interfaces (transmitters, repeaters) and cabling are added

In general, such a system will have a high TCO. Not only at installation
time (routing cables), but also during the development and maintenance
phases, due to the number of different hardware and software interfaces
that must be supported.

Now, if we take the same system, but move it to a fully IP-based
architecture, we get the following picture:

Figure 3. IP-based visualization architecture

In this architecture, specific adapters are still necessary to hook up to
the sources and displays — but they are positioned as close as possible
to the endpoints and they all have a standard Ethernet input/output. The
adapters might be different (depending on the endpoints), but the
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incoming/outgoing IP streams remain standard. Standard compression
schemes are used to encode and decode the data, and standard
transport protocols are used to distribute the same data over the
Ethernet network.

A standard Ethernet Infrastructure (LAN) is used in the operational
network, employing high-end off-the-shelf commercial or industrial
Ethernet switches. A performance factor, like latency, might be lower
when strictly compared to the point-to-point architecture, but this is not
necessarily visible to the operator.

Thanks to Ethernet’s very flexible nature, the system is highly scalable.
The cabling is completely standard, with routing limited to short
distances between the endpoint and the adapter. There are far fewer
constraints in terms of cabling distances, because the maximum
distance supported by the 802.3 Ethernet standard is usually sufficient.
Still, fiber-optic Ethernet can be used, if necessary, without changing
anything on the upper layers.

On the other hand, the IP-based infrastructure opens the door to new
capabilities that would have been much more expensive — or even
impossible — to implement with the previous architecture.

As an example: once one source is transformed to IP, it can be easily
shared not only on the same LAN but on different networks as well
(including WAN, see Fig. 1).

This might require going through a network gateway, especially if
network segregation is required for security reasons. If bandwidths differ
between the two networks, it might be useful to transcode the original
stream to another one requiring a lower bandwidth. Recent streaming
technologies — like RTP and H.264 compression — automatically support
such transcoding techniques.

This illustrates how the trend to IP significantly simplifies the system
architecture for a typical Control Room application. Further on in this
paper, we will explain how we may apply the same model to naval
applications, which benefits this entails, and the challenges that need to
be addressed.
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Key components
As shown in Figure 3 above, we can identify the following key
components in the networked visualization architecture:

AV-to-IP Adapters

Figure 4 shows a simple model view of the AV-to-IP adapter.

X \ ) Protocols
Sources & Conversion IP transport &
Destinations standards

Figure 4. Model view of AV-to-IP adapter

The AV-to-1P adapter functions as a stream encoder or decoder:

As ‘encoder’, the adapter is able to handle analog video and RGB or
DVI input signals. In addition, the adapter has analog audio and USB
input ports. The encoding is based on either mJPEG, JPEG 2000 or
H.264 (for the video). The transport protocol is the Real Time Protocol
(RTP), which is the de-facto standard for multimedia distribution on
Ethernet.

As ‘decoder’, the adapter receives and decodes the input streams and
delivers the resulting image to the display. The resulting image is a
composition of several sources (as many sources as there are input
streams received by the endpoint) re-arranged onto the display
according to a given layout.

The AV-to-IP adapter may be packaged in several different ways:
as a rack-mountable, multi-source encoder box;
as an embedded board housed in a rugged computer;
or even integrated in the display as a stream decoding option
(which is then a ‘networked display’).

D,
- O

Figure 5. AV-to-IP adapter packaging examples
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Ethernet infrastructure

For more than 30 years, Ethernet has evolved to meet the growing
demands of packet-switched networks. It has become the unifying
technology enabling communications via the internet and other
networks using Internet Protocol (IP). Due to its proven low cost,
reliability and simplicity, the majority of today’s internet traffic starts
or ends on an Ethernet connection. In the industry and IT
businesses, the 10 G Ethernet is now mature and will be upgraded
to 40 G shortly.

The Ethernet Alliance (See reference [7] ) successfully
demonstrated the latest version of Ethernet, which is capable of
speeds reaching 40 Ghps, and even 100 Gbps. Not so long ago, an
Ethernet speed of 1 Gbps was the absolute maximum — but with
100 times that speed on the near horizon, things are about to get a
lot faster, dramatically changing the environment for highly
demanding multimedia streaming applications.

Figure 6. Ethernet speed evolution over time

The Ethernet Infrastructure typically consists of off-the-shelf
standard products like Ethernet switches and routers. Depending on
the overall network design and topology, these components are
capable of managing layers 2 or 3 of the OSI model and can
reconfigure routing automatically in the case of network failure.
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Media Distribution Management (MdM)

The Media Distribution Management (MdM) component could be
regarded as the center of the networked visualization architecture,
depending on the level of control required for the overall
visualization system. Its main mission is to establish the streaming
connections between sources and destinations, while guaranteeing
a given Quality of Service (Qo0S).

Establishing the streaming connections depends on the media
characteristics and the end-to-end network path available at a given
time. This entails using a common communication layer between
the MdM component and the device agents running on each of the
endpoints.

Depending on the system requirements, the MdM component can
be complemented with a set of additional services like:
Visualization system monitoring and diagnostics
System topology management (Fast reconfiguration...)

Integrated Stream Processing Services

In some cases, it might be useful to process the image after it has
been streamed by the AV-to-IP adapter and before its final rendering
on the destination display. In the case of video camera distribution, it
might be of interest to apply some image processing — like video
fusion, motion detection, motion compensation, etc. — before
visualization.

The Processing Services may be implemented by either a hardware
accelerated component (typically an FPGA-based board embedding
the processing algorithms) or by a software component benefitting
from the GPGPU acceleration to run the same algorithm without
overloading the host CPU. Whatever the implementation (i.e.
hardware or software), the application software or middleware
requesting the processing service sees the same software API.

Additionally, the Stream Processing Services provide the ability to
synchronously record multiple streams in the visualization network.
It's possible to add any meta-data information at recording time, so
that the replay service can then easily retrieve any sequence by
searching for the meta-data synchronously recorded with the stream.

-

—
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Figure 7. Integrated Stream Processing
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Gateway (GTW)

The Gateway component is typically a hardware component with at
least two separate network access points. This hardware component
runs Gateway software that allows any multimedia stream to be
transferred from one visualization network to another. Typically, this
network separation might be needed for security reasons (Multi-Level
Security networks).

Another capability of such a Gateway is the stream transcoding.

If we take a video stream using a minimum compression ratio, the
resulting network bandwidth will be quite important for high-resolution
images. This might be required for a life-critical application and, more
particularly, if an operator is interacting with the system with ‘hard real-
time’ constraints through a display and input devices. Now, it might be
useful at a system level to share what the operator sees with other
positions that are not in the same network. If this sharing is just for
information, the other operators don’t necessarily need the same image
quality and real-time constraints, but they still need to understand the
‘situation’. This calls for transcoding one stream with a high level of
quality to one with a lower level.

Another practical example is generating a ‘thumbnail stream’ from a
certain source. The thumbnail stream is created by re-encoding the
source in a much lower resolution, so that we can generate a much
smaller image of the source without consuming too much bandwidth on
the network. (We illustrate streaming image thumbnails later on in this

paper.)
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Application to Naval CiC Rooms

Most of the features mentioned above are used in recent Control Room
applications and are now becoming applicable to Naval CiC Rooms as
well — which changes, and complements, existing architectures, but is
not intended to replace them.

Figure 8 provides a basic illustration of a CiC Room, with some external
systems/sub-systems to which it may be connected.

Figure 8. Networked Visualization applied to CiC Room applications

CiC Room operators may usually be assigned to 3 different kinds of
tasks:

Command & Control

Combat (weapon system control)

and Mission Planning.[2]

In certain situations, an operator may want to share information with
others. This might be within a specific group of operators (e.g. radar
operators) or between different groups of operators. A natural way to
share information is to display it on a large area display, so that multiple
operators can see the same situation at the same time. This is called
collaborative viewing.

Another situation may require collaboration between 2 operators. For
instance, radar operator A might be focusing on a possible threat inside
a given sector of interest. At the same time, another threat might pop up
in the same sector. Operator A might want to ask radar operator B to
take a look at the second threat, because he is fully occupied with the
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first threat and he might miss something important if he doesn't continue
focusing on it.

Instead of calling operator B and spending time explaining the situation
orally, operator A could simply define a region of interest around the
second threat (an insight view) and send it to his colleague with a simple
text message attached to the view, asking for his help on this threat. If
he is available, operator B can simply take over the second threat and
acknowledge it to operator A and the tracking system (See Figure 13).

These two situations provide simple examples of how an Image
Distribution capability in the CiC Room can help operators collaborate.

On the other hand, the Combat Management System is also linked to
other systems or sub-systems outside the CiC Room. For example, to
gain a better understanding of a situation, an officer might want to
access information coming from external systems, like Machine Control,
Damage Control or the Navigation systems, etc. This was not always
possible with previous system architectures, which were highly point-to-
point oriented and, in most cases, highly platform and application
dependent, leading to weak cross-domain integration capabilities.

The Network Centric approach has introduced a major change to this
situation and has become a radical trend in the past few years. Thanks
to multiple-tier architecture (see Figure 8 and reference [3] ), based on
real-time communication middleware and large-scale use of high-
performance network infrastructures, the network centric design
basically de-couples the data from the processing and the presentation
tiers. This makes the system much easier to maintain over time and
uses standard computing platforms while guaranteeing the system’s
efficiency.

The cornerstone of this architectural design is the data. Because it is a
key component, the middleware must be very robust. Some systems
have their own specific middleware, but the trend is now towards using
more and more standard components, even for this critical component.
The Data Distribution System (DDS) is an OMG standard [6] , which is
used in a number of naval CMS systems. Basically a publish/subscribe
data distribution middleware, it eliminates complex network
programming for distributed systems and automatically keeps all
applications de-coupled from each other. It is fault-tolerant by nature,
enabling the system architect to specify the Quality of Service (QoS)
needed for each data stream.
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Figure 9. Multiple-Tier model of Data-Centric architecture

The Data Centric approach has a lot of benefits, but one disadvantage:
it still requires the data to be handled and processed, possibly combined
with other inputs, and then the result must be converted into drawings,
symbols and bitmaps in order to build the final image to be rendered by
the User Interface (the Presentation tier). Developing this requires
significant engineering efforts, even if the added value at the
Presentation tier is very limited.

In some cases, it might be easier and faster to complement a Data
Centric architecture with an Image Centric capability.

The concept of de-coupling the Presentation from the Data and
Processing Tiers remains the same, as shown in Figure 10:

Data Tier | i Network | i Presentation
(source) ' 1 Visualization Tier ' ! Tier
: 1 : 1
1 ! h 1
1 ! \ 1
| | | |
| 1| MAM/IPSIGTW |1 !
! 1 ! 1
A | 1| Visualization | i !
ata Server | ! Services | '
(generates source I ' I '
imanes) ! 1 . ! 1
. | 1 | Device Agent | | 1 | Display Agent
Device Adent ! | (Visualization) ! | (Vishalization)
1 1 | 1
Communication | ! i | Communication | i | communication
1 ! h 1

e L g —

Visualization Network

Figure 10. Multiple-Tier model of Image Centric architecture
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Benefits

The main advantage of an Image Centric approach is that the
Networked Visualization components remain absolutely data agnostic,
which significantly helps in integrating cross-domain applications.

This architecture can be formulated in a simple design pattern and
easily re-used in any other system.

At the same time, it provides a simple way to implement the concepts
below:

“Host-Less” (or ZeroClient)

Following the trend coming from the IT market, there is a big advantage
in operator workstations with no computing power, but only a
networked-capable display and input devices for interaction. Indeed, in
terms of installation and maintenance costs, the gain is very significant
on the client’s side (no need for a computer) and when cabling the CiC
Room (Standard Ethernet cables). The human factors may also be
enhanced: removing the heavy pieces of metal that were needed to
protect the computing platform against harsh environments can make
the workstation more “Human Centric” — now, affordable yet comfortable
materials can be used instead.

Figure 11. “Host-Less” concept for CiC Room

A Host-Less design is probably quite a disruptive approach for a number
of military applications today, including naval applications. But
considering the growing demand in the IT business for ‘cloud computing’
and the ever-increasing performance and Quality of Service supported
by recent network technologies, this concept will probably become
popular in the near future, even for life-critical military applications.

The expected benefit for the end-user is even greater when we consider
the gain at the system level: using standard ‘commodity computers’ and
running the different applications in a secure and reliable blade system,

instead of supporting lots of different computing platforms from multiple

vendors.
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“Follow-me”

As suggested in Figure 12, it can be useful for officers to have access to
information even when they’re resting in their cabins. The goal is not
necessarily to interact with the applications, but at least to have a quick
view of critical parameters, situations or video sources, in order to
possibly take immediate action.

The same concept may be applied to Conference or Briefing rooms,
where the goal is to share synthetic views of a situation and collaborate
between officers before making decisions.

sources
Destinations

“Follow-me”
P o———— -
1Video 1 (from !
L | Surveillance !

- camera 1) )

I Desk 1 View !
L (From Damrnage'
1| Control System) :

[}
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- [
“ Compose |
1
I
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Figure 12. “Follow-me” concept for Officer’s Cabin and Briefing rooms

Any source of images available on the network can be accessed at any
time. This source can be continuously streamed with a very low
resolution and refresh rate, so that it can be rendered as a “thumbnail”
on a collaborative display (in this case, a cabin display) with limited
network bandwidth consumption. The user can select one source from a
list of available sources (just like selecting a video from a “Video on
Demand” service on a web TV channel). If the user has access to that
source, the source can be rendered with maximum resolution and frame
rate, depending on the Quality of Service previously defined for that
stream.

The source doesn't necessarily belong to the same LAN as the
Destination Display. In the example above, the cabin display could be
attached to a “Support Visualization LAN", and the source could come
from the CiC (see the tactical view), from the Ship Control System LAN,
or from the Surveillance Camera LAN. Hence, the need for a network
Gateway (GTW), which enables passing from one LAN to another,
possibly by transcoding the streams.
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“Insight View sharing”

As mentioned previously, the Image Centric approach provides a way to
collaborate in another manner (i.e. through an image) when the
traditional Data-Centric approach would be more complex to implement.
Figure 13 gives an example of sharing an “insight view” between 2
operators:

Can U take

OpRadari

OpRadarl selects a “‘regicn of interest” from his screen and sends it to OpRadar3 with a simple
annotation attached to the view

From OpRadarl :
CanT take
over 7

OpRadar3

OpRadar3 receives a notification from OpRadarl, opens the “view of interest™ through a simple
gesture on Lhe his display and can sees it live on Lop oo his own screen.

Figure 13. “Insight View Sharing” concept

There is no dependence between the image received from the network
and the background image seen by OpRadar3, because the destination
display receives a separate stream.

The operator correlates the view context with the overall situation he's
handling, and then interacts with the system by taking over the
“delegated task”.
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Of course, loading a lot more pixels onto the network comes at a cost.
Networked visualization architectures require an increased network
bandwidth compared to previous systems.

The new approach is considered to be a complement to existing
applications and must not interfere with overall mission readiness and
system availability.

Performance

Network bandwidth

Image resolutions are increasing: it's now quite common to support
HDTYV resolutions on workstation displays, and even much more on
Large Area or collaborative displays. Even video camera streams are
now moving to HD, including those for Defense applications, although at
a slower pace than the industrial market. Of course, this increasing
resolution has a very significant impact on the amount of data that is put
on the network for an IP-based visualization system.

In the case of video camera sensors, common HD formats represent
more than a 6:1 increase in the volume of data compared to SD. For
systems that are already stressed by an overwhelming amount of visual
information, this increased volume of data places new demands on
communications, processing, and visualization subsystems. Therefore,
compression systems are becoming increasingly important in order to
push megabits per second per channel in near real-time to where they
can be used effectively. At the user endpoints, larger and smarter
higher-resolution displays are needed to visualize multiple channels at
full resolution.
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Figure 14. High-resolution impact on networked visualization system
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Even when high-performing compression techniques are used to reduce
the amount of data, the transport of multimedia information over an
Ethernet network may create other issues. Here are some of these
issues:

End-to-end Latency

— 2 I

In the illustration above, the complete path from source to display is
quite long, and processing time (either by hardware or software) is
added at each step, which may lead to an unacceptable end-to-end
latency for a given mission.

In addition, the Ethernet protocols and Ethernet bridging (switching) are
subject to unpredictable frame loss and unpredictable latency variations,
depending on the traffic and network topology (the network drops
packets). This may happen for many reasons (congestion, switch buffer
capacity, unpredictable bursts of messages from senders, etc.). The
only way to counter this issue with today’s technology is to detect the
loss and re-transmit the data. However, this generally leads to additional
messaging load on the network and increased end-to-end latency.

Therefore, a networked visualization architecture must be able to handle
a lot of different streams at the same time and support a constant and
acceptable end-to-end latency, depending on the performance required
for a given mission.

Multi-stream synchronization

When dealing with multiple streams of data — and, in particular, video
and audio signals — it may become important to very accurately
synchronize the different sources. Otherwise, as the transport path may
vary depending on the network topology, two streams that are created
synchronously may ultimately be de-synchronized when they arrive at
the destination end-point. This may create a “lip-sync” effect for video
and audio streaming (for example), as in poor-quality teleconference
systems.

Also, when displaying a lot of different sources on the same
collaborative display, it may be necessary to synchronize the different
views so that the operators can clearly understand the global situation.
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Mission readiness and system availability

In the case of mission-critical or life-critical applications, there is no
room for a “best-effort” strategy in distributing images over the network.
That's why real-time systems — such as Naval Combat Management
Systems — are designed to avoid any unpredictable situation. A
networked visualization solution should in no way jeopardize such
deterministic behavior.

On the other hand, mission-critical systems must not tolerate a single

point of failure in their architecture, which must also be the case for an
operational networked visualization system.
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ENABLING
TECHNOLOGIES

Today, there are several enabling technologies that can be used to
support networked visualization architectures. Others are emerging that
will address the technical challenges (mentioned above) in the near
future.

Networked and Smart Displays

Networked displays support the presentation of streaming video and
remote desktop sources over a network connection, commonly using
1Gbit Ethernet [1] . Adding this capability to the display removes the
need for additional equipment to receive and display video, graphics,
audio and meta-data. These types of displays provide remote access to
centralized servers, where application output is rendered and
transmitted. Any media source on the network can be received and
mixed with remote graphics content.

Additionally, computing capabilities can be integrated in or near the
display to create a smart display terminal. Rugged display processing
modules are available that provide powerful computing elements such
as Intel processors and nVidia graphics modules. This client
configuration localizes visual computing and presentation operations at
the display where the output is used. For many system configurations,
this architecture still provides the highest visualization performance,
ensures that critical real-time performance and interactivity are
maintained, and off-loads other computing and network resources.

Network capable 40” collaborative display
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Figure 15. Networked and smart display equipment
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Video compression/decompression [1]

A variety of compression standards are available for distributing video.
Pure video streaming applications (like Unmanned Vehicle Systems,
see reference [1] ) are now transporting HD video by focusing primarily
on H.264 to optimize the use of communication link bandwidth and
provide good video quality. For ultra-high-resolution imaging systems
where image quality is paramount, JPEG2000 offers some other
advantages. Each technique has its purpose and benefits, and several
are summarized in Figure 16. In general, there is a trade-off between
image quality and required transmission bandwidth.
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Figure 16. Options for implementing video client decoding

For networked visualization clients (e.g. destination displays), there are
several implementation options for decoding these standard streams.
Highly tuned software solutions can provide full frame rate performance
at the expense of consuming a portion of the client's computing
resources. Today’'s CPUs and GPUs include integrated hardware for
decoding a limited number of channels with little or no CPU/GPU usage.
For applications requiring large numbers of channels, low latency, or
hard real-time performance, dedicated hardware accelerators must be

used.
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The compression/decompression techniques are typically implemented
by the AV-to-IP adapters in the networked visualization architecture.

Video Processing

Today’s smart display processors are capable of providing advanced
video processing capabilities before rendering onto the destination
display (see reference [1] ). Dedicated hardware accelerators and/or
GPU-accelerated software can process multiple video streams received
from the network in real-time. Advanced mixing and formatting
operations executed locally on a visualization client can present the
complex visual information from the system in the way that is most
useful to the operator.

Here is a classification of Image Processing features:

Image Processing

The features below relate more particularly to video camera distribution
and to any kind of processing applied to the source for image
enhancement. (In general, they are not suited to distributing screen
content from workstations to workstations or collaborative displays.)

a. General Image enhancement — Imaging operations, such as
noise reduction, contrast enhancement, and stabilization, can
be applied to improve video quality or highlight aspects of
interest.

b. Integration of multiple sensors — Different types of sensors
observing the same view can be overlaid and fused to combine
the content into one image. Also, streams from multiple similar
sensors observing adjacent views can be stitched together to
form more natural panoramic presentations.

c. Automated analytics — Real-time video analysis capabilities can
also be embedded in the display to provide intelligent motion
detection, target tracking, and target identification.

Integration with meta-data
Associated meta-data synchronously received with the image stream
can be rendered and overlaid or blended with video content.

Dynamic screen sharing

Screen content from any position on the network can be captured and
transmitted for collaboration at other positions (screen scraping). When
combined with graphics overlay capabilities, interactive annotation can
be supported for highlighting aspects of interest between shared
positions at very low cost (software-based solution).

The Video Processing features are typically implemented either by the

AV-to-IP adapters or by the IPS server as defined in the “Key
components” of the networked visualization architecture.

Network management

A new Ethernet standard has recently emerged: the Ethernet Audio
Video Bridging (AVB). This technology significantly enhances the
predictable delivery of synchronized and low latency multimedia
streams.
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As previously mentioned, the transport of various kinds of real-time and
non-real-time data over Ethernet requires some enhancement to be
ready for standard Ethernet and Ethernet bridging (switching).

The 802.1 Audio/Video Bridging Task Group (see reference [5] ) has
been formed to create a set of standards that will allow Ethernet
networks to be built with appropriate QoS for real-time audio and video
transmission. These standards provide a number of enhancements to
Ethernet and Ethernet bridging. Here is a summary of the main features:

Ethernet AVB (IEEE 802.1 AVB) is a set of 4 standards:

802.1AS: generalized Precision Time Protocol (gPTP)
This standard provides very accurate clock synchronization between
devices. Each device (being an end-point or a bridge) must do the
following:
a. Participate in selecting a “grandmaster”
b. Measure the link and forwarding delays with the neighbors
c. Calculate its time offset from the grandmaster and derive
the synchronized time
The standard ensures that all nodes will be synchronized with a +/-
500ns accuracy as compared to an external clock reference (e.g. GPS
clock).

802.1Qat: Stream Reservation Protocol (SRP)

This protocol allows various devices to communicate their network
resource requirements (from a source [stream talker] to a destination
[stream listener]) for their audio and video streams. Each stream is
specified with a bandwidth and a traffic class. There are 3 traffic
classes: A, B and BE (best effort). The stream priority depends on its
traffic class as follows: A> B> BE.

Traffic classes A+B can take up to 75% of the total network bandwidth,
which leaves at least 25% free for legacy network traffic. Any stream on
the network that is not AVB compliant goes automatically to the BE
traffic class.

802.1Qav: AVB Shaping
This protocol ensures that a credit-based scheduling policy is applied to
any stream on the network, so that the bandwidth usage can be limited.

A BE stream can effectively block a higher priority stream, but this
blocking situation will remain limited and with a maximum delay, as
shown in Figure 18.
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Figure 18. IEEE 802.1Qav Queuing, Scheduling and Forwarding

This mechanism enables specifying a worst-case latency for A and B
classes. However, BE class streams may experience frame loss when
there are constraints on network resources (as with the standard
Ethernet).

The specified end-to-end latency, according to the traffic class, is as
follows:
Class A: 2 ms, up to 7 hops of 100 Mb/s Ethernet
Class B: 50 ms, which can even be met for 2 802.11 wireless
hops
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802.1BA: AVB standard compliance

Because the whole AVB scheme depends on the participation of all
devices between the source (talker) and the destination (listener), any
network element that does not support AVB (including so-called
“unmanaged bridges”) must be identified and flagged. The process to do
this is described in the 802.1BA “Audio Video Bridging Systems”
standard, which specifies the default configuration for AVB devices in a
network. AVB bridges allow non-AVB traffic, but the opposite is not true.

Ethernet AVB is compliant with the de-facto standards already in use for
multimedia transport over an Ethernet network.

Indeed, the Real-Time Transport Protocol (RTP) streaming can use a
new RTCP payload format to map the usual RTP time-stamp to the
802.1AS timing information. This allows applications at the end-point
(e.g. a destination display) to start “playing” a stream synchronously with
a system master clock and continue playing at the same rate.

The industry is already supporting the Ethernet AVB standard: we can
find Ethernet AVB network interface cards and AVB compliant Ethernet
switches on the market today.
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CONCLUSION
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Multimedia streaming technologies have improved tremendously in the
last few years, due to growing demand from consumer markets.
Following the same trend in industry, Barco is now investing heavily in
such technologies to apply them in various vertical markets, including
Defense & Aerospace.

This paper has introduced the Networked Visualization approach as a
complement to current and future Naval CiC Room Applications. The
approach brings a new “Image Centric” angle to the “Data Centric”
architecture, commonly used in recent Combat Management Systems,
which are now facing significant operational, technical and cost
constraints.

However, there are still open questions regarding a full networked
visualization system. But the emergence of new standards and
technologies promises that these questions will be answered in the very
near future. The concept will then be applicable to highly demanding
Defense Applications like CiC Room systems. Barco Defense &
Aerospace is continuously investing in this direction and plans to
implement and test some of the new technologies described in this
document.
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CONTACT For all questions or remarks please contact:

patrick.sauvaget@barco.com
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